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Abstract. Person head detection in crowded scenes becomes a challenging task if facial features are absent, resolution is low and viewing angles
are unfavorable. Motion and out-of-focus blur along with headwear of
varying shapes exacerbate this problem. Therefore, existing head/face
detection algorithms exhibit high failure rates. We propose a multiperson head segmentation algorithm in crowded environments using a
convolutional encoder-decoder network which is trained using head probability heatmaps. The network learns to assign high probability to head
pixels and low probability to non-head pixels in an input image. The
image is first down sampled in encoder blocks and then up sampled in
decoder blocks to capture multiresolution information. The information
loss due to down sampling is compensated by using copy links which
directly copy data from encoder blocks to the decoder blocks. All heads
and faces in an image patch are simultaneously detected contrasting to
the traditional sliding window based detectors. Compared to the existing state-of-the-art methods, the proposed algorithm has demonstrated
excellent performance on a challenging spectator crowd dataset.
Keywords: Person Head Detection, Head Localization, Head Segmentation
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Introduction

Person head/face detection is precursor to many high-level tasks such as person
detection, crowd counting, person tracking, body pose detection, and action
recognition. In crowds, person heads remain more visible while upper bodies
are less visible and lower bodies often get occluded by other persons. Therefore,
in crowded scenes one may safely assume that if there is a head, there is a
person. However, head detection is a challenging problem because of low head
resolution, out of focus blur and motion blur in crowd images. Moreover, absence
of facial features such as eyes, nose and mouth, use of headwear of varying shapes,
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Fig. 1: Some sample head/face images in crowded scenes. Low resolution, unfavorable viewing angles, lack of facial features, partial occlusions, and varying
shapes
andg texturesh of headwear
cause
performance degradation of approaches
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based on hand crafted features. The proposed convolutional encoder-decoder
network has shown excellent performance in this domain.

colors and textures make the head detection problem more tough than the face
detection (Fig. 1).
Visual analysis of relatively dense crowds is significantly more difficult compared to images of scenes containing single or few persons. It is due to a set of
challenges posed by the crowded environments including severe occlusion, low
resolution, and perspective distortions. Thus, head detection in crowded environments is significantly complex while it also offers applications in dense crowd
analysis and helps to solve real word problems such as crowd counting. It is
important for surveillance, space and infrastructure management of large events
such as political, religious, social, and sports gatherings.
In this paper, we propose a convolutional encoder-decoder network for multiple simultaneous head segmentations and detections. Like an auto encoder, the
network has the same size of output layer as the data layer. However, unlike
auto encoders, we train the network to generate head probability at each output
pixel. That is, the network assigns each input image pixel a probability of being a
head pixel. In the training data, probability of a pixel exponentially decays with
increasing distance from the head center. During training, the network learns the
relationship between probability heatmap at the output and patterns in the input images. The network consists of multiple convolutional and de-convolutional
layers and successfully segments heads in a moderate sized image patch. We compared the results of the proposed algorithm with Local Binary Pattern (LBP),
HOG and Haar based head/face detectors. Even after retraining on the same
datasets, these methods have shown lower accuracy than our proposed detector.
Fig. 2 (a) shows an example image from the SHOCK dataset showing spectators in an ice hockey match. Fig. 2(b) shows a manually marked probability
map used as pixel labels. The pixels inside the head bounding boxes are assigned
high probabilities of being head pixels. High probabilities are shown in red and
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Fig. 2: (a) An example image from SHOCK dataset [5]. (b) A manually marked
probability heatmap containing probability of each pixel being a head pixel in
the training dataset. Within the head bounding box, probability is 1.00 at the
central pixel and 0.85 at the boundary. Variation is according to 2D Gaussian
function having σ = 1 in both directions. Outside head bounding box, probability
is zero. (c) Predicted probability map of each pixel being a head pixel. Network
has maintained an approximate box shape of high probability blobs. Transition
at the box boundary has become smooth. (d) Head localization is performed by
estimating the detected head center. Circles of fixed size are plotted around the
predicted head centers only for visualization. Green circles are true positives,
red are false positives, and black are false negatives.

low in blue. Central pixel has got maximum probability and as distance from
the center increases, probability decreases as per isometric truncated 2D Gaussian having both σx = 1 and σy = 1. Pixels outside the bounding box has been
assigned zero probability of being a head pixel. Fig. 2(c) shows the probability
map predicted by the trained network. The network has assigned each pixel a
probability of being the head pixel. In Fig. 2(d), in each detection we find the
center of the detection and plot a circle of fixed length for visualization purpose.
The organization of the rest the paper is as follows: related work is in Section 2. In Section 3 we describe our approach. Section 4 contains the datasets,
experiments and results. Finally, we conclude our work in Section 5.
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Related Work

In recent years, significant work has been done on crowd analysis. However,
most of the research has focused on high level tasks such as crowd counting [15], [8], [16] and crowd flow segmentation [1], [2]. CNN has recently been
used for head detection [21,12,11,4], and person detection [19]. Vu et al. [21]

proposed context-aware CNNs to detect person heads, which combine a global
and a local model and obtains effective detection rates in movie frames. Their
algorithm performs good for high resolution head detection. However, the use of
context-aware CNNs suffers from poor recall in crowded scenes especially when
the head resolution is low. In the current work, we focus on a complex spectator crowd dataset [5] for low level analysis by head localization. This dataset
has been focused by relatively fewer researchers due to low person resolution
and large number of persons in each scene. Some scenes contain as many as 160
persons which is significantly higher than ten or even less persons ‘crowd’ often
used to demonstrate results.
Head detection or localization have some similarity with face detection [22],
however it poses significant challenges of its own. Especially in crowded scenes
facial features may not always be visible. Most of the face detectors [20], [7], [13]
are based on face specific features such as structure of eyes, nose and mouth. In
crowded scenes, these features even if visible, may not be strong enough to yield
good detection accuracy because of very low resolution of faces. Additionally,
face pose varies a lot from frontal to left, right, down and rear causing significant
performance degradation of face detectors. Due to such artifacts, hand-crafted
features based methods such as [20] have shown quite low performance on head
detection task.
Recent success of deep neural networks for image classification [10], [18] and
segmentation [14], [17], [5] has motivated us to propose similar network for head
detection. Our proposed head detection method is based on a fully convolutional
encoder-decoder network.

3

Deep Head Detection (DHD) Algorithm

Deep Head Detection (DHD) algorithm is based on convolutional encoder-decoder
network for head segmentation. As discussed in the introduction, in the training
data set each image pixel is assigned a ‘being head’ probability. The network is
then trained to predict probability of ‘being head’ at each test image pixel. The
blobs of high values in the generated probability heatmap correspond to heads
in the test image. Our approach is different from the typical object detectors
which slide a filter on the image and classify the central pixel as object or nonobject. We rather use a deep learning based solution that segments all heads in
non-overlapped image patches.
3.1

Network Architecture

Network architecture of the convolutional encoder-decoder used for head segmentation is shown in Fig. 3. Like autoencoders, first we perform down sampling in
almost first half of the network and then up sampling in the second half of the
network. Like residual networks (ResNet) [6] and SegNet [3], we directly copy
data from the down sampling layers to up sampling layers to avoid the loss of

information due to down sampling. Both down sampling and up sampling paths
are arranged in blocks.
Each down sampling block consists of a max-pooling layer followed by two
pairs of convolutional and activation layers. In the first block no max-pooling
layer is used. We used 2×2 max pooling with no overlapping, 3×3×channels
unpadded convolution filter and tanh activation function. We also used dropout
layer with 0.5 dropout rate in the last down sampling block to reduce the overfitting effect.
In each of the up sampling block two pairs of convolution and tanh layers
are used which is similar to the down sampling blocks. In addition to that, a
deconvolution layer followed by a concatenation layer is also included in each up
sampling block. In the last up sampling block, a convolution filter of size (1×
1× C ) is used to map output to the required number of classes where C is the
total number of classes. In our case, we have only two classes, head or non-head,
C = 2. Feature map size gets doubled in each down sampling block and gets
halved in each up sampling block.
In case of unpadded convolution, input image size becomes crucial because
size of each down sampled block must be an integer. The reduction in image
size a after each convolution can be computed using the eq. 1 which depends on
filter and stride size.
n o − fs + 1
,
(1)
a = no −
S
where no , fs and S are the sizes of the image, convolution filter and stride,
respectively.
We derive an Eq. (2) to verify aforementioned constraint before selecting an
image size. Moreover, the segmentation mask obtained at the output of the last
up-sampling block is smaller than the input image due to same reason (unpadded
convolution) but it also has a fixed relation (Eq. (3)) with input image size.
1 − (rd )D
),
1 − rd

(2)

(ru )U − 1
)
ru − 1

(3)

nD = (rd )D−1 × no − 2a(
nU = (ru )U × nD − 2a(

where rd and ru are the down sampling and up sampling ratios, D and U represents the number of down sampling and up sampling blocks.
We tried different number of down sampling and up sampling blocks, and
obtained better performance on a validation dataset using four down sampling
blocks and three up sampling blocks. The resulting algorithm is named as Deep
Head Detector (DHD-4), where 4 are the number of down sampling blocks. Experiments are also performed on DHD-3 and DHD-5 which have similar architecture except the number of down sampling blocks are three and five respectively.
In deep CNN, good initialization of weights is very important to enable the
whole network to take part in the learning process. A bad initialization may lead
a part of the network to excessively contribute in learning as compared to the
rest of the network resulting in poor generalization. We initialize the weights

Fig. 3: Deep Head Detector (DHD-4) network architecture: each block consists
of a set of layers and each layer represents a specific operation as shown on the
top of image. Within a block each layer has the same number of channels as
written on the top of each block. Left to right ‘copy’ arrows show that the last
layer of each down sampling block is used during up sampling. Network has 4
down sampling and 3 up sampling blocks, represented as DHD-4 in experiments.

by random
p numbers drawn from Gaussian distribution with a standard deviation of (2/N ) where N is the total number of incoming nodes of a neuron
(rows × columns × feature map channels). Final feature map contains the activation scores for each class at each pixel location. We convert these scores into
probabilities by using a pixel-wise softmax.
exp(fc (u))
pc (u) = PC
,
0
c0 =1 exp(fc (u))

(4)

where fc (u) is the activation score in cth feature map channel at pixel location
u, where u ∈ Ω and Ω ⊆ N 2 , and pc (u) is the probability of pixel u belonging
to the class c.
To measure the deviation of the predicted mask from the ground-truth, we
use cross entropy as a cost function
cost = −

C
XX

lc (u) log2 (pc (u)),

(5)

u∈Ω c=1

where lc (u) represents the actual probability at pixel u belonging to class c.
Eq. (5) has been used during training. We used Adam stochastic optimization
method [9] for optimization of our model with 0.001 initial learning rate.

4

Experiments and Results

We performed experiments on SHOCK dataset [5] consisting of 60 videos with
900 frames each. The frame size is 1024×1280 and 15 videos are annotated
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Fig. 4: Left: training and validation error variation of DHD-4 network as given
by Eq. (5). Note that 10% of the training data is used for validation purpose.
After 30 epochs, error reduction is insignificant. Right: precision-recall based
performance comparison of DHD-3, DHD-4 and DHD-5 on SHOCK test dataset.
DHD-4 has shown better performance than DHD-3 and DHD-5.

including head bounding boxes. In each video, up to 150 spectators are visible.
We randomly divided the annotated videos into two groups, 10 videos for training
and 5 for testing. Manually marked head bounding boxes are used as ground
truth.
For the training of the proposed deep network, we randomly cropped 10
patches of size 428 × 428 pixels from each frame of the training videos with
frame rate reduced to one frame per second. We do online data augmentation
by random horizontal flipping of training patches during each epoch. We train
our network for 30 epochs of data. Beyond that error reduction is insignificant
(Figure 4 Left). The down sampling ratio is fixed to 0.50 and the up sampling
ratio was fixed to 2.00.
We trained our Deep Head Detector (DHD) network by varying the down
sampling and up sampling blocks. DHD-3 network contains three Down Sampling
(DS) and two Up Sampling (US) blocks. DHD-4 has four DS and three US blocks.
Fig. 3 shows DHD-4 network. DHD-5 has five DS and four US blocks. The deeper
network DHD-5 exhibited overfitting by learning undesired low level details such
as pixel color for positive class instead of learning a useful mixture of high level
and low level features. The shallow network DHD-3 was not able to perform good
learning and showed relatively more mistakes. DHD 3 had more false negatives
while DHD-5 exhibited lot of false positives especially on patches containing skin
color such as hands. The network with 4 DS and 3 US blocks, DHD-4 learned a
good representation of data and hence performed the best as compare to DHD-3
and DHD-5 (Fig. 4 Right).
We compared the head detection results of the proposed DHD algorithm with
two variants of Viola and Jones (VJ) object detector [20], using LBP and HOG
features using F1 score.

F1 = 2(Precision × Recall)/(Precision + Recall).
For a fair comparison, we retrained both versions of VJ (LBP and HOG) on
the same SHOCK training dataset as used by the DHD algorithm. The generic
trained VJ which is publicly available have showed very degraded performance
on the SHOCK dataset. Therefore we only report performance of both VJ variants (LBP and HOG) after retraining. VJ-HOG performed better than VJ-LPB,
however both performed significantly poor than all variants of DHD algorithm,
including DHD-3, DHD-4, and DHD-5. Visual comparison of DHD-4 with VJLBP and VJ-HOG is shown in Figure 6. Red circles show false positives and
black circles shown false negatives. Both variants of VJ algorithm have shown
significant number of red and black circles.
The proposed DHD algorithm is also compared with two variations of Deformable Part Models (DPM) [23], including the only three parts (head, face,
and neck) detector and 18 parts DPM consisting of upper body. Similar to the
VJ algorithms, generic DPM has shown very degraded performance on the low
resolution crowd images of SHOCK dataset. It is because the DPM was trained
by the original authors on Buffy dataset in which resolution of a person, or
particularly person head, is many times larger than the person resolution in
SHOCK dataset. We, therefore retrained both versions of DPM on the same
training dataset as used by the DHD algorithms. Retraining has significantly
improved performance of both versions of DPM algorithm. The retrained DPMhead detector was able to obtain F1 score of 0.81 which is close to the F1 score
0.83 obtained by DHD-3 algorithm. However, DHD-4 has remained the best
algorithm by obtaining F1 score of 0.90. These results demonstrate that the
proposed DHD algorithm is capable to detect low resolution heads in crowded
scenes.
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Conclusions

In this work a multi-person head segmentation algorithm has been proposed for
images of crowded scenes. The proposed Deep Head Detection (DHD) algorithm
is based on a convolutional encoder-decoder network. A given image is first down
sampled and then up sampled to handle scale variations and to capture multiresolution information. The information lost due to down sampling operations is
compensated by using copy links which directly copy data from down sampling
blocks to the up sampling blocks. The proposed encoder-decoder network was
trained to generate head probability at each pixel of the input image. In the generated probability map, blobs of high values correspond to the heads in the input
image. Encoder-decoder networks with different down sampling and up sampling
blocks were compared. For the given training dataset, network with four down
sampling and three up sampling blocks (DHD-4) was found to be the best performer. DHD networks were evaluated on a challenging spectator crowd dataset
containing up to 160 persons in an image. The experiments demonstrated better performance of the proposed algorithm over current state-of-the-art for the
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Fig. 5: Comparison of head detection results of different algorithms in terms of
F1 score. The existing algorithms are retrained on the same training dataset
as used by the proposed DHD algorithm. Retraining has significantly improved
accuracy of these algorithms. All algorithms are tested on the SHOCK dataset.
The proposed DHD-4 algorithm has remained the best algorithm

task of head detection in crowded scenes where resolution of each person is low.
The proposed DHD network has the potential to obtain even higher accuracies
if network training is improved particularly by using better data augmentation
techniques.

6

Acknowledgments

This work was made possible by NPRP grant number NPRP 7-1711-1-312 from
the Qatar National Research Fund (a member of Qatar Foundation). The statements made herein are solely the responsibility of the authors.

References
1. Ali, S., Shah, M.: A Lagrangian particle dynamics approach for crowd flow segmentation and stability analysis. In: Computer Vision and Pattern Recognition,
2007. CVPR’07. IEEE Conference on. pp. 1–6. IEEE (2007)
2. Andrade, E.L., Blunsden, S., Fisher, R.B.: Hidden Markov models for optical flow
analysis in crowds. In: Pattern Recognition, 2006. ICPR 2006. 18th International
Conference on. vol. 1, pp. 460–463. IEEE (2006)
3. Badrinarayanan, V., Kendall, A., Cipolla, R.: Segnet: A deep convolutional encoder-decoder architecture for image segmentation. arXiv preprint
arXiv:1511.00561 (2015)
4. Bai, Y., Ghanem, B.: Multi-scale fully convolutional network for face detection in
the wild. In: 2017 IEEE Conference on Computer Vision and Pattern Recognition
Workshops (CVPRW). pp. 2078–2087. IEEE (2017)

Image

DHD

LBP

HOG

Fig. 6: Visual comparison of the proposed algorithm with the existing state-ofthe-art algorithms. LBP and HOG are the head detection results of Viola-Jones
detector trained using local binary pattern (LBP) and histogram of oriented
gradients (HOG) features respectively. DHD is the head detection results of our
proposed DHD-4 algorithm. Green circles are true positive, red are false positive
and black are false negatives.

5. Conigliaro, D., Rota, P., Setti, F., Bassetti, C., Conci, N., Sebe, N., Cristani, M.:
The s-hock dataset: Analyzing crowds at the stadium. In: Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition. pp. 2039–2047 (2015)
6. He, K., Zhang, X., Ren, S., Sun, J.: Deep residual learning for image recognition. In:
Proceedings of the IEEE conference on computer vision and pattern recognition.
pp. 770–778 (2016)
7. Hsu, R.L., Abdel-Mottaleb, M., Jain, A.K.: Face detection in color images. IEEE
transactions on pattern analysis and machine intelligence 24(5), 696–706 (2002)
8. Idrees, H., Saleemi, I., Seibert, C., Shah, M.: Multi-source multi-scale counting in
extremely dense crowd images. In: Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition. pp. 2547–2554 (2013)
9. Kingma, D., Ba, J.: Adam: A method for stochastic optimization. arXiv preprint
arXiv:1412.6980 (2014)
10. Krizhevsky, A., Sutskever, I., Hinton, G.E.: ImageNet classification with deep convolutional neural networks. In: Advances in neural information processing systems.
pp. 1097–1105 (2012)

11. Li, H., Lin, Z., Shen, X., Brandt, J., Hua, G.: A convolutional neural network
cascade for face detection. In: Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition. pp. 5325–5334 (2015)
12. Li, Y., Dou, Y., Liu, X., Li, T.: Localized region context and object feature fusion
for people head detection. In: Image Processing (ICIP), 2016 IEEE International
Conference on. pp. 594–598. IEEE (2016)
13. Lienhart, R., Maydt, J.: An extended set of Haar-like features for rapid object
detection. In: Image Processing. 2002. Proceedings. 2002 International Conference
on. vol. 1, pp. I–900. IEEE (2002)
14. Long, J., Shelhamer, E., Darrell, T.: Fully convolutional networks for semantic
segmentation. In: Proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition. pp. 3431–3440 (2015)
15. Rabaud, V., Belongie, S.: Counting crowded moving objects. In: Computer Vision
and Pattern Recognition, 2006 IEEE Computer Society Conference on. vol. 1, pp.
705–711. IEEE (2006)
16. Rodriguez, M., Laptev, I., Sivic, J., Audibert, J.Y.: Density-aware person detection
and tracking in crowds. In: Computer Vision (ICCV), 2011 IEEE International
Conference on. pp. 2423–2430. IEEE (2011)
17. Ronneberger, O., Fischer, P., Brox, T.: U-net: Convolutional networks for biomedical image segmentation. In: Medical Image Computing and Computer-Assisted
Intervention–MICCAI 2015, pp. 234–241. Springer (2015)
18. Simonyan, K., Zisserman, A.: Very deep convolutional networks for large-scale
image recognition. arXiv preprint arXiv:1409.1556 (2014)
19. Stewart, R., Andriluka, M., Ng, A.Y.: End-to-end people detection in crowded
scenes. In: Proceedings of the IEEE Conference on Computer Vision and Pattern
Recognition. pp. 2325–2333 (2016)
20. Viola, P., Jones, M.J.: Robust real-time face detection. International journal of
computer vision 57(2), 137–154 (2004)
21. Vu, T.H., Osokin, A., Laptev, I.: Context-aware cnns for person head detection.
In: Proceedings of the IEEE International Conference on Computer Vision. pp.
2893–2901 (2015)
22. Yang, S., Luo, P., Loy, C.C., Tang, X.: Wider face: A face detection benchmark. In:
Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition.
pp. 5525–5533 (2016)
23. Yang, Y., Ramanan, D.: Articulated pose estimation with flexible mixtures-ofparts. In: Computer Vision and Pattern Recognition (CVPR), 2011 IEEE Conference on. pp. 1385–1392. IEEE (2011)

